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1. Abstract 

The aesthetic potentials of 4K digital cinema are an impetus for creative practioners 
of cinematic arts to undertake full investigations of the methods and expressive 
possibilities of this end-to-end digital medium. This includes new approaches to 
production, distribution and the forum of theatrical experience. A group of artists, 
filmmakers and computer scientists have been developing a series of 4K digital 
cinema projects that have diffused and grown the manner in which 4K cinema is 
experienced between Brazil, the US and Japan. The recent culmination of this was an 
event in July 2009 in which a 4K feature length movie had its world premiere on three 
continents, streamed from Brazil to the US and Japan. This was accompanied by an 
HD video teleconference (VTC) between the three sites. To the knowledge of the 
participants, this was both the first uncompressed HD VTC between the northern and 
southern hemispheres as well as the first feature length 4K film to be streamed across 
three continents. Through this work, the new creative affordances of 4K cinema were 
highlighted, along with the new capabilities of cinematic distribution, production and 
experience.    
 
2. Introduction 
 
     The project “4K Transcontinental” had its genesis in 2008 when FILE (Festival 
Internacional de Linguagem Eletrônica) hosted the first 4K projection of fourteen 
short animations and movies. Artists from  the Center for Research in Computing and 
the Arts (CRCA) and the California Institute for Telecommunications and Information 
Technology (Calit2) at the University of California, San Diego (UCSD) (Sheldon 
Brown, Todd Margolis, Peter Otto, and Michael Toillion) working with Mackenzie 
University (Jane de Almedia and Cicero Inacio da Silva) produced the first 4K cinema 
exhibition in Brazil. They outfitted the theater in the FIESP Cultural Center 
(Federation of Industry of the state of São Paulo) to show an hour of  artistic videos 
and scientific visualizations created by the project producers and their affiliates using 
a Zaxel cinema server and a Sony SXRD 4K projector.  
     FILE is a major art and technology festival in Brazil and Latin America. In its 10 
year history, it has become one of the leading venues for the exhibition of 
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internationally produced art and technology projects. FILE has passed through cities 
in Brazil such as: Rio de Janeiro, Porto Alegre, São Paulo, Recife and Brasília, along 
with countries such as Japan, Argentina, USA, India, The Netherlands and Angola. 
For the 2008 edition, FILE was called FILE 2008 000 000 (Two thousand and eight 
million pixels), a pun for the eight million pixels per frame of the 4K image. During 
one week, more than 3,500 people attended the screenings and seminars about 4K 
cinema. It was the first time that 4K movies were presented in Brazil for cultural 
purposes [Sony 4KDC]. 
     Considering the success of the projection, we were prepared to take the next steps 
to demonstrate the impact of high speed networking as a method to expand 
production, distribution and experiential capabilities of 4K digital cinema. This was 
proposed during the Cinegrid Workshop 2008 [Cinegrid 2008] and we identified the 
challenge of upgrading the Brazilian network and its extension from Mackenzie 
University to FIESP , where FILE is held.  Since the 4K film Enquanto a Noite não 
Chega (While the night does not come), by Beto Souza and Renato Falcão, was about 
to be finished, it was decided that its première would take place at São Paulo, San 
Diego and Yokohama via network streaming. 
      4K cinema is an application with significant implications for grid computing.  The 
resolution of each frame is four times that of High Definition video, resulting in 
3840x2160 pixels per frame. The resulting image has tremendous clarity, and can 
provide new aesthetic methods for film makers to pursue.  While the first wave of 
digital cinema has been installed at HD resolution levels, 4K cinema offers significant 
improvements in clarity.  Our interests in developing 4K cinema are motivated by an 
artistic assesment for the aesthetic qualities of the image, providing not just the 
working conveniences of a digital medium over that of film based cinema, but 
providing for a new cinematic aesthetic experience, that offers visual advanatages 
over film media [Brown 2008].  Artists and researchers at CRCA/Calit2 have been 
developing approaches to the production and exhibition of 4K movies by computing, 
rendering and compositing over grid systems in a series of experiments in which high 
bandwidth virtual local area networks (VLANs) are configured to facilitate high 
fidelity media distribution. [AES 2008] The facility for modifying, tracking, 
versioning and distribution that is common to much simpler digital files are goals of 
what our work is facilitating with the very large, high bandwidth digital cinema files. 
Resolving issues of computer systems architectures, production methods and network 
configurations have been undertaken with real world demonstrations and utilzation of 
these methods.  This includes facilitating the capabilities of modifying entire feature 
length movies up to the time of presentation, further necessitating a streaming 
approach for content delivery.  

In order to discuss the importance of the streaming of super-high definition moving 
images over optical networks, a HD VTC was also organized to occur between the 
same 3 sites one day after the première. The 15 person panel called “When the lights 
of the cinema find the lights of the photons: lights encounters”, had as participants: 
the Brazilian Minister of Culture, Juca Ferreira, the president of Mackenzie 
University, Manassés Fontelles, the coordinator of the Kyatera Project of FAPESP, 
Hugo Fragnito, the coordinator of ANSP, Luís Fernandez López,  and several of the 
authors of this paper, as well as remote participants from San Diego and Japan. 

 
3. FILE 2009 Overview 
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One million people have attended FILE events in the decade since its inception. The 
goals of FILE  are to provide an arena to explore the necessary and complex 
relationship between art and technology.  In the 21st century, the computer still needs 
to be recognized as an inventive machine where new perspectives, subjectivities, 
societies and representations create new modes of cognition, learning, and knowledge. 
FILE acts across art and science, providing experiences and discourse to further 
explore these implications. As a forum where artists that work with technology meet 
every year, FILE offers an opportunity to demonstrate and experiment with art and 
technologies within a public sphere. Given the diversity of digital culture, FILE nests 
several simultaneous festivals, including: electronic art festival, games festival, digital 
cinema festival, documentary film festival, the Hipersonica electronic music festival, 
innovation festival and electronic graffiti festival. FILE happens every year in São 
Paulo at the FIESP Art Gallery, in Rio de Janeiro at the Oi Futuro Gallery and in 
Porto Alegre at the Santander Cultural Center, where more than 300 pieces of 
electronic and digital art by artists from around the world are shown to a public 
interested in new media art and innovation. The FILE Symposium offers lectures 
from artists, researchers and scholars related to the digital and electronic art field. The 
Hipersonica section is held during one week in the theaters at the galleries, and is 
dedicated to music and dance performances with digital and electronic features. 

4. System Design Goal 

Our primary aim was to premiere the feature length film “While the night does not 
come”. We intended to show this film to a local audience at the Sesi Theater at FIESP 
in São Paulo as well as to audiences in San Diego and Yokohama. This film was shot 
and produced using the 4K digital film 'quad-HD' standard of 3840x2160 pixel 
resolution. The film was still being post-produced up until the very last hour before 
showtime.  This in itself was an important demonstration of one of the new 
affordances that streaming cinema provides for. 
     The 4K movie file consisted of 750MB/sec of uncompressed video (30MB/frame x 
24 fps) and 5.1 audio. A 70 minute feature length movie file will be about 2.5TB 
uncompressed, or ~166GB with lossless compression or ~122GB with JPEG 2000 
compression.  Because of these large file sizes, the most common transport practice is 
to physically courier portable hard drives. We decided to take advantage of high-
speed optical networking to stream it live to these remote locations. The decision to 
then add the VTC to the demonstration had several motivations. As this was the first 
ever feature-length 4K film to be streamed live to multiple continents, the HD VTC 
would further demonstrate the new condition for cinematic experience as a live, 
realtime network by reusing aspects of the infrastructure to faciliate a panel discussion 
which could review this technical and cultural milestone. Additionally, we realized 
that once we had the infrastructure to support the VTC panel, it would be very useful 
to have a live video connection before/during/after the film screening to virtually 'tie' 
these 3 physical locations having a single experience into 1 virtual shared location. 
 And it would show how these two related high-fidelity network experiences would 
require differences in implementation and the necessity of creating an approach to 
seamlessly switch between these different implementations. Therefore, the final goals 
of this demonstration became the following:  

 Local playback of 70 minute 4K film with 5.1 audio playback  
 Stream 4K video/audio to 2 remote sites  
 Simultaneously support 2 local HD cameras and 2 remote HD streams  
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 Utilize one 4K projector and 5.1 audio system for all methods. 

     To achieve these goals, we first identified available 4K playback systems: Zaxel's 
Zaxtar 4K Player and NTT's JPEG 2000 (J2K) streaming systems. The Zaxtar can 
only play 4K locally while the J2K system is able to stream encoded video over high-
speed networks, with which we could send the live 4K video to the two remote sites. 
We would use both systems in our scheme: a Zaxtar system for local playback, and 
build our own J2K streaming servers for sending the 4K video to the two remote sites. 
We built upon our 2008 work at FILE to again install a Sony SXRD 4K projector to 
show the 4K images locally. 
     For the VTC, we wanted to match the high quality 4K video with high-quality live 
video. Ideally, this would have used uncompressed HD between all three locations. 
However, as described below, we used a hybrid solution of uncompressed HD 
between SP and Keio and compressed HD between SP and UCSD. The complex 
schedule of the panel prompted us to use two, switched HD cameras to shoot the São 
Paulo side of the VTC. One camera was a tight shot focused on the presenters, while 
the second camera was a wide shot of the auditorium. For Keio, we bidirectionally 
shared a live uncompressed HD video stream using the UltraGrid system. For the 
UCSD VTC, we used two LifeSize Room H.323 systems which use compressed 
media. At FIESP, we used a slightly older model that could only support 720p video. 
At UCSD, we used a newer model (Room 200) that could support full 1080p. While 
the two systems were compatible enough to share video between both sites, we had to 
down-sample the video from UCSD to 720p.  

Figure 4.1: Technical Diagram of SESI Theater Equipment and signal flow 
 
Once we had working solutions for local playback and streaming 4K as well as HD 
VTC, we decided to push the limit and try to integrate these 4 main components into a 
seamless switching environment. Since our goal was to show everything on the same 
4K projector, we took advantage of the fact that a 4K projector is basically 4 HD 
streams shown as synchronized quadrants. This allowed us to be very flexible with 
what and how we switched between 4K films, HD cameras and remote HD streams. 
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We had never played back a single 4K source 70 minutes long before and were not 
sure of the possibility of this working and keeping synchronization. Therefore we split 
the movie into 10 minute segments and put all 7 separate movie files into a single 
playlist which ended up working perfectly. For a final touch the day of the screening, 
we decided that it would be nice to show some other short 4K artworks during the 
panel discussion the following day. While we did have these other shorts pre-encoded 
for local playback on the Zaxtar, we didn't have these files encoded for J2K 
streaming, so we used the wide-shot camera to film the screen and sent the live HD 
video of the 4K image to the remote sites. While this wasn't ideal, it did provide a 
solution to an otherwise major problem.  

4.1 HD Video Teleconference  
For the local audience in São Paulo we frequently switched back and forth between 
the two local HD cameras, remote HD streams and local 4K playback for the 15 
presenters and 5 4K videos. We utilized 4 main viewing configurations: native 4K 
fullscreen; 4 HD videos with 1 source per quadrant; 2 HD videos side-by-side; and 1 
HD video scaled to full screen. To switch between all of these options, we routed all 
video signals through a Nevion 8x8 HD router and controlled the viewing 
configuration with Sony's SXRD controller software. Having 2 cameras became a 
useful way to switch and route different video to different audiences. For the streams 
we sent to our remote sites, we generally sent the wide-shot camera which provided a 
good overall context of what was happening inside of the theater to the remote sites to 
see both the presenter on stage as well as the images on the projection screen. 
    Given there were 15 presenters (11 local + 2 remote from UCSD + 2 remote from 
Keio), there was quite a lot of switching happening throughout the 2 hour panel. 
During some of the more complicated moments during the panel, we required 5 
people to complete a transition. For example, to switch from showing 1 discrete HD 
signal (1 local camera of presenter scaled to fullscreen) to a native 4K animation, we 
required 1 person to update the HD router inputs, 1 person to switch the SXRD 
controller software from a scaled single source to 4 HD signals, 1 person to start 
playback on the Zaxtar software, 1 person to fade the correct audio signals up and 
down and 1 more person be a stage manager to synchronize all of these queues in the 
right order.  

5. 4K Film Production Times 
Producing and exhibiting 4K films requires more than just scaling up the process from 
HD by four. Each step of the pipeline requires significantly more time and specialized 
resources as described here. The original footage was all shot using a RED camera. 
The video was then edited & color-corrected at O2 in São Paulo. This final digital 
intermediate (DI) process was happening up until the week of the show. However, 
there was no way to view full 4K at O2, so all previewing was done with down-
sampled HD renders. To go from this DI process to the final 4K movie usually 
requires outputting a sequence of images that are then encoded into a playable movie 
file. Rendering the full 70 minutes of (~100,000) 4K TIFF images took about 24 
hours on a professional render farm. Once we had the 4K TIFF sequence, we could 
then encode it for 4K playback.  
     Our local playback solution, a Zaxel Zaxtar, employs a lossless AVI codec which 
provides almost 8 to 1 compression. Encoding the AVI movies took 12 hours using a 
10 node multi-core cluster. Because we had never attempted to play a continuous 
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movie for this long before, we were concerned about synchronization/drift problems 
that may occur during playback. We therefore chose to split the movie into 10 minute 
sections which could be queued together in a single playlist. It should be noted that 
our Zaxtar system is comprised of 2 synchronized computers - one which plays the 
top half of the movie and a second that plays the bottom half. Therefore, we were 
required to output 14 separate AVI files (7 10 minute files for both top & bottom). 
Once the encoding was finished, we transferred the files from the render farm 
network-attached storage (NAS) to an external firewire disk and then onto the actual 
Zaxtar players which took another 3 hours. 
     We were then finally able to see the film played back in native 4K for the first 
time. Since there weren't any 4K display devices at O2, we used a HD display to 
preview each HD quadrant as well as a scaled down HD version. This first 4K 
preview occurred 3 days prior to showtime. This preview revealed many glitches 
which required us to re-render 5 of the 7 10 minute segments multiple times. 
    Once we had the first set of TIFF files rendered, we prepared this version for 
streaming. Our streaming solution employed a NTT J2K codec which compressed 
video at 12 to 1 for a 400Mbps data rate. We transferred the files to San Diego for 
encoding. Given there were multiple re-renders taking place, we used a combination 
of FTP over WiFi at the hotel, RBUDP at 800Mbps over the high speed optical 
network at USP as well as sending an overnight snail mail 2TB drive of source TIFF 
files to get the data to UCSD. Encoding the J2K files took 9 hours for each 10 minutes 
of footage so the entire film took about 2 days. 
     Once the J2K encoding was completed at UCSD, we needed to get those files back 
to São Paulo. Using FTP to transfer ~122GB this would have taken 32 days at 
33.9Kbps. However, using the RBUDP tool from UIC's Electronic Visualization Lab, 
we were able to transfer the files at 800 Mbps which only took about 40 minutes. Our 
first J2K streaming test to Keio was 1 day before the show and our first test to UCSD 
was on the morning of the show. 

6. Technical Infrastructure for High-Quality Video Transmission  

In this section we describe the technical infrastructure used to support the different 
media streaming activities, which consisted of transport networks and computing 
systems at the endpoints. In sections 6.1 and 6.2, we provide details of the transport 
networks, respectively, in the city of São Paulo and at the international level. In 6.3, 
the computing support for 4K video streaming is discussed, and in 6.4, for HD VTC. 
Section 6.5 presents some performance measurements of the actual media transport. 

16.1 Metropolitan Network in São Paulo  
Due to the application requirements, a dedicated 10 Gbps metropolitan area network 
was deployed in order to connect FIESP with RNP’s POP (Point of Presence) located 
at CCE/USP, responsible for providing the international connectivity with the remote 
sites (see Figure 6.1). 
     At the physical level, the metropolitan network was composed mainly by dark 
fibers provided by Kyatera, a research network that connects several universities in 
the state of São Paulo, among them Mackenzie and USP [Kyatera]. These connections 
were complemented with local connections at USP (between Kyatera network and 
RNP POP) as well as a dark fiber link provided by Telefonica (Telecom provider) that 
connected FIESP with Mackenzie. 
     From these fibers a 10 Gbps Ethernet network was deployed, with the use of layer-



8 
 

3 switches from Foundry Networks (currently Brocade Networks), deployed at 
CCE/USP and FIESP. Optical network interfaces were composed of 10Giga-LR 
(1310nm – 10Km) and 10Giga-ER (1550nm – 40Km), some of which were lent by 
Foundry Networks. In addition to this equipment, DWDM equipment from Kyatera 
Network was used to access the fiber optic infrastructure over long-haul distances. 
The 10 Gbps metropolitan network access to FIESP was provided by a Foundry 
MLX-4 interconnected to Foundry FES-X 424 (which provided 1 Gbps connections 
to the servers using a 10GE uplink – see Figure 6.1). At Mackenzie, an optical bypass 
transponder from Padtec was used for adapting the different wavelengths betweens 
segments (1310nm – 1550nm). 
 

 

Figure 6.1: Last mile optical configuration. 

Although the network was composed of layer-3 switches, they were all operating in 
layer-2, effectively extending the international VLANs (2711/2712) all the way to 
FIESP. Besides the main data VLANs, additional VLANs were deployed in São Paulo 
for network management as well as for Internet access during event preparation. All 
equipment was configured for operating with Ethernet jumbo frames.  

Achieving stable stable fiber optic connections between network equipment proved 
difficult because of: control of link attenuation due to the great distances; the number 
of optical connections between optical distributors and network equipment; as well as 
the necessary adjustment of signal/noise ratio over the DWDM transponders. 
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6.2  International Connections 

The overall requirement for the network was to provide between 1 and 2 Gbps 
connectivity between the FILE event in São Paulo and each of the partners at UCSD 
and Keio. Critical items in the necessary infrastructure included local access to the 
SESI theater used in São Paulo, which is described in the preceding section, and the 
international connection to the US.  
     The international connectivity depended on an upgrade of the existing 2.5 Gbps 
connectivity, provided by the WHREN-LILA project of the NSF’s IRNC 
(International Research Network Connections) program, with partial funding by 
FAPESP, the São Paulo state research funding agency. This upgrade would increase 
the available bandwidth to 10 Gbps, but, by the time of this FILE event, the 
installation was incomplete. It was, however, possible to make 5 Gbps available for 
exclusive use of FILE starting one week before the event.  

The next important question was the network service to be provided. It had initially 
been supposed that the video streaming would be carried out using standard routed IP 
networks, but initial testing showed that it would be difficult to support the high-
bandwidth transfers required for effective video transmission. Fortunately, starting 
about 3 weeks before the actual transmission, the project was able to count on the 
collaboration of USP (University of São Paulo) and RNP (Rede Nacional de Ensino e 
Pesquisa), which had already begun to investigate the use of lightpath (end-to-end 
circuit) network services within the GLIF (Global Lambda Interactive Facility) 
community.  

A lightpath is, basically, a concatenation of level 1 (optical/TDM) or level 2 
(Ethernet VLAN, MPLS L2VPN) segments, “stitched” together at connecting nodes, 
which permits the transport of Ethernet frames (usually carrying IP datagrams) 
between the endpoints. This effectively links the endpoints into a single Ethernet 
VLAN, and no IP routing is required. For the FILE application, such services seemed 
to offer the best solution for providing the required quality of service for high-
performance video, and were adopted. 
     A GLIF Open Lightpath Exchange (GOLE), called SouthernLight, had already 
been constituted in São Paulo in 2008, and appears on the GLIF map published that 
year [GLIF 2008]. SouthernLight is operated jointly by RNP, the Brazilian national 
research and education network, and ANSP, the  network providing international 
connectivity for research in São Paulo state. Until FILE, the only real lightpath 
applications of SouthernLight had been support of high-energy physics applications, 
such as at the annual Supercomputing events held in the US, and these had always 
been coordinated from the US. FILE provided the first real opportunity to provide 
lightpath support, within the GLIF community, for a Brazil-centric event.  
    The responsibility for lightpath provisioning was assumed by RNP in the name of 
SouthernLight, and was accomplished through coordination with other network and 
connectivity providers in the GLIF and CineGrid communities. It is worth recording 
that the contributions of SouthernLight, ANSP and RNP to providing network support 
for the FILE event were recognized in July 2009 by invitations for all three to become 
network members of CineGrid.  
    Finally, FILE was an event carried out in the middle of a huge alteration in 
international network connectivity between Brazil and the rest of the world. The 
deployment of the new 10 Gbps link between São Paulo and Miami was concluded in 
August 2009, followed by the decommissioning of the 2.5 Gbps WHREN-LILA 
circuit. In October 2009, a second 10 Gbps circuit was installed between São Paulo 
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and Miami, and, at the time of writing, about 15 Gbps of capacity is available for 
international research and education collaboration involving Brazil. The possibilities 
opened up by this new connectivity were first demonstrated during the SC|09 
conference in Portland, Oregon, US, in November 2009, when a 2-way point to point 
data transfer with São Paulo reached a record 8.26 Gbps simultaneously in both 
directions [Newman 2009]. This new capability offers many opportunities for future 
digital cinema applications. 
 
6.2.1 End-to-end lightpath configuration 
Although GLIF has been working towards the automation of lightpath provisioning, 
this facility is still experimental, and most applications still require manual 
provisioning, involving the exchange of very large numbers of e-mail messages 
between network managers, in order to configure the necessary connectivity.  
     The resulting lightpath network which was provisioned for FILE is shown in 
Figure 6.2, which shows the central role of C-wave connectivity.  C-wave provided 
direct connections to UCSD and to Starlight in Chicago, where the JGN2+ connection 
from Tokyo is terminated. Access from SouthernLight to C-wave is through 
AMPATH in Miami, and then by Florida Light Rail (FLR) as far as Jacksonville, 
Florida.  
   As already mentioned, the international link between SouthernLight and AMPATH 
was only delivered 7 days in advance of the event. Due to conflicting demands on the 
team from Keio the final configuration only became available 3 days prior to the 
event. 
 

  

Figure 6.2: Lightpath configurations for FILE. 

6.2.2 Multicast vs. Unicast  
A significant characteristic of the FILE network applications is that the same media 
streams were being transmitted from São Paulo to both other endpoints. This was in 
fact true only of the 4K streams. For reasons explained below, the VTC applications 
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used two separate media technologies. One of the longest lived proposals for 
bandwidth conservation is the use of multicast transport when the same content is 
transmitted to multiple locations. In the case of FILE, one of the concerns was the 
total available international bandwidth, which ended up being 5 Gbps. The use of 
multicast transport could reduce the applications demand for bandwidth. 
     Multicast transport in lightpath networks is even less used than in IP networks, but 
recently Joe Mambretti’s group at iCAIR has been demonstrating such technology, 
which they call HPDM (High Performance Digital Media), for replicating high 
bandwidth flows to multiple destinations in a network-friendly way [Mambretti 2007, 
2008]. Preliminary testing of the multicast transport mechanism for potential use in 
FILE was successfully carried out showing ~3% packet loss between São Paulo, 
iCAIR and UCSD, with the support of C-wave and Starlight. However, due to the 
very tight deadlines and unicast requirements for the HD VTC, this promising 
direction was left for another occasion. 
    The unicast configuration employed consisted of 3 VLANs: 2711 (between São 
Paulo and UCSD), 2712 (São Paulo-Keio) and 2713 (UCSD-Keio). 

6.3 4K Video Playback 

 
Figure 6.3: Local screening of “Enquanto a Noite não Chegar” (Image: Mario Ladeira/FILE) 

During the event, we used two types of 4K video playback.  For local playback, we 
used Zaxel's dual-node Zaxtar 4K player, which provides the highest quality, lossless 
playback. As described above, this system does not have the capability to stream 4K 
to remote nodes, as it is meant solely for localized, lossless, high quality digital 
cinema exhibition. For streaming 4K video, NTT's J2K solution sends the pre-
compressed video from its local storage at ~400Mbps to a remote server capable of 
decompressing and displaying the receiving stream in real time. 
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Left: Full AV schematic at Keio University 
Right: Full AV schematic at UCSD 
Bottom Left: List of collaborators for FILE 2009 Demo 

Figure 6.4: Audio-visual schematics at the remote sites  

The unicast approach required two Linux-based servers with identical hardware to be  
used in SP, one for each unicast stream (SP - UCSD and SP - Keio). As each sending 
server was on a different VLAN, they had to operate independently. Thus, each one 
had its own copy of the compressed video. 
     As shown in Figure 6.4, the receiving servers in San Diego and Yokohama were 
Linux-based machines with 4 JPEG 2000 codec boards for the real-time 
decompression. The sending servers in São Paulo did not require JPEG 2000 boards, 
as the videos were previously compressed and therefore only sending packetized data 
out of each one of their two 1GE interfaces. Fast disk arrays and processors were 
required, as well as no virtualization (it was necessary to remove XEN from the 
underlying Linux in order for the installation to be successful). 
    The video streams had different behavior for the duration of the film. While there 
was no problem with the stream to Keio during the whole film, the stream to UCSD 
presented loss of sync issues. It was possible to recover from the first occurrence 
since the video was encoded in 10-minute chunks and the drop occurred near a 10-
minute mark so we could restart the stream. However, on the second occurrence it 
was not possible to recover the stream and thus it was necessary to switch to local 
playback for the audience in the San Diego auditorium.  

6.4. Uncompressed HD Video Teleconferencing 
Multiple systems were considered for the HD VTC between Sao Paulo, San Diego 
and Yokohama for the FILE event, with a wide range of quality and resource 
requirements. 
     The preferred option was uncompressed bi-directional HD video transmission, as it 
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provides with the best possible image quality and smallest total latency. Because the 
image does not need to be processed (compressed), the time that it takes to start 
sending out packetized video over the network is smaller, resulting in a system with 
minimal total latency of under 100ms each way. The smaller delay allows for a 
natural dialogue among the people at each end, as they are able to quickly respond to 
each other. In addition, the best possible image quality is achieved since the image 
does not need to be altered. 
     The alternative option was using a system that relies on compressed HD video, 
available on commercial systems, which guarantee performance and are very easy to 
implement. Using dedicated hardware, these systems use a variety of codecs (usually 
H.264) to heavily compress the HD video image to a stream of less than 4Mbps. 
Reliable transmission of data can be achieved under 250ms through the use of the 
VTC-optimized H.323 protocol.  Although not ideal, this delay is usually considered 
the maximum allowable to permit a fluid exchange between participants before 
degrading to at best a series of monologues and at worse speaking on top of each 
other. As expected, the compressed image exhibits a pixilation artifact that is most 
apparent during movement of the camera or subject. There are many manufacturers of 
these types of systems, including Lifesize, Polycom and Tandberg.  
     While the use of uncompressed HD is clearly preferable, there are barriers to 
overcome, especially regarding bandwidth and interoperability.  
     The bandwidth barrier affects both the network equipment and the hardware used 
for the VTC endnodes. A one-way uncompressed HD video stream with 1920x1080 
resolution demands 1.5 Gbps of available bandwidth. VTC systems deal with this 
bandwidth requirement in two different ways: either a 10 Gbps network interface card 
(NIC) is required at each endnode or the stream is divided between 2 x 1 Gbps NICs. 
In the latter case, the system must resynchronize the original video stream at the 
receiving endnode.  
     Considering that a typical uncompressed HD VTC involves bidirectional video 
transmission, the network must support 1.5 Gbps in each direction, making this type 
of application harder to deploy on networks based on asymmetric-bandwidth 
technologies. Additionally, in order to efficiently transmit video, these systems 
demand the use of Ethernet jumbo frame support on intermediate routers and 
switches. Processing power at endnodes also needs to be provisioned. The use of a 
single endnode for both sending and receiving video implies that it must cope with a 
sustainable 3 Gbps data volume for the duration of the VTC session.  
     The second barrier concerns interoperability between uncompressed HD VTC 
systems. There are two main solutions available. The first one, iHDTV, was 
developed by the Research Channel at the University of Washington [RC 2008]. The 
second one, named UltraGrid, was originally a NSF-funded project, from which 3 
different forks were derived: one from the CESNET group at the Masaryk University 
in the Czech Republic, one from the HDTV group at Korea Advanced Institute of 
Science and Technology (KAIST) and the third one from i2cat in Spain [Gharai 2006, 
Holub 2006, i2cat 2008, Jo 2007].  
     Both UltraGrid and iHDTV have similar characteristics: they both capture HD-SDI 
1080i video signals (SMTPE 292M), packetize the video flow and transmit it over IP, 
dividing the flow among 2 x 1Gbps links. They are however incompatible, due to 
significant differences in the protocol, supported hardware (especially capture cards), 
operating systems and audio support. For example, the CESNET Ultragrid 
implementation did not support audio at the time of FILE 2009, requiring separate 
audio transmission software. CESNET UltraGrid now includes an incipient iHDTV 
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compatibility mode, that was only available for MacOS platforms at the time of the 
event.  
     The incompatibility problem proved more daunting than the bandwidth problem. 
Both São Paulo and Keio had UltraGrid endnodes (based on the KAIST fork, 
available at [GLORIA 2008]), while the San Diego endnode supported iHDTV [SF 
2010]. Attempts to provide an iHDTV node in São Paulo, as well as a CESNET 
Ultragrid node with iHDTV compatibility, were unsuccessful, forcing the use of a 
LifeSize VTC solution between São Paulo and San Diego, based on H.323 with 720p 
compressed video.  
     For the SP – Keio VTC separate endnodes for video transmission and reception 
were provided in São Paulo, using the AJA Xena HS card for video capture and 
display. Figure 6.5 shows a 4K projected image of the VTC in the auditorium in São 
Paulo, with the upper 2 quadrants filled with local HD images, the bottom left 
quadrant with Keio’s uncompressed 1080i video stream and bottom right with San 
Diego’s compressed 720p video stream.  

Figure 6.5: HD Video Teleconference at São Paulo's auditorium with local video feeds at the upper 
quadrants, Keio's at the bottom left quadrant and UCSD at the bottom right. Professor Brown is 
at the podium. 
(photo by Cicero Inacio da Silva)  

6.5 Bandwidth Utilization  
Bandwidth consumption for the lightpaths were collected in the Florida Lambda Rail 
node at Jacksonville, FL and thus time references on the graphics are in relation to 
USA Eastern Time Zone [FLR 2009].  
    Figure 6.6 shows bandwidth consumption for the SP – Keio lightpath (represented 
by VLAN 2712), with the green line representing the flow from SP to Keio and the 
blue line the inverse flow. The HD uncompressed VTC was kept running for almost 
the whole duration of the event, with some optimized settings that lowered bandwidth 
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consumption to 0.9 Gbps (e.g., using 8-bits for color and cropping some lines on the 
bottom of the image). This can be easily verified in the graphic for the Keio to SP 
flow, which is practically constant around the 0.9 Gbps level (with a 95th Percentile 
of 0.9 Gbps). The SP to Keio flow cannot be easily distinguished in the graphic, 
although this can be easily explained: due to the symmetrical nature of the VTC used, 
bandwidth for this flow also goes around the same 0.9 Gbps level, and ends up being 
overlapped in the graphic by the blue line when only the VTC is happening.  
 

 Figure 6.6: Bandwidth Consumption between São Paulo – Keio VLAN [FLR 2009]  

The 1.3 Gbps peaks were due to the VTC plus the 4K video being transmitted (both 
for the event and for tests). Due to the practically constant nature of the VTC traffic, it 
is possible to infer bandwidth consumption for the 4K compressed video stream of 
approximately 400 Mbps.  

 Figure 6.7: Bandwidth Consumption at the São Paulo – UCSD Lightpath [FLR 2009]  

Figure 6.7 shows bandwidth consumption for the SP – UCSD (CRCA/CallT2) 
lightpath (represented by VLAN 2711). The green line represents the flow from SP to 
UCSD and the blue line is the inverse flow. Due to the use of compressed H.323 
video streams, bandwidth consumption was low as can be seen in the UCSD to SP 
flow (which only aggregates VTC traffic). The maximum consumption was 8.2 Mbps 
and the 95th percentile was 7.9 Mbps. However, in the SP to USCD flow, it is possible 
to clearly see the effects of the 4K video transmission on the corresponding 
bandwidth peaks (maximum of 388.2 Mbps and 95th percentile of 269.2 Mbps for the 
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aggregate 4K transmission and compressed VTC).   It is worth noting that in this 
demonstration, the uncompressed HD stream required over twice the bandwidth than 
the compressed 4K stream, even though the pixel count is 4 times greater. 
 
 
7. Event 

As a complex, multi-faceted event, it is anticipated that difficulties and delays will 
occur. In this case, months of careful coordination and planning were put to the test at 
the time of implementation.  
     First, the film was meant to be completed several weeks before the event, allowing 
for J2K encoding and distribution to servers well ahead of on-site installation.  
However, changes and re-renders were being made to the film up to hours before the 
event.  In fact, the film makers’ first opportunity to see the film in full 4K resolution 
only occurred during equipment installation at the venue. 
     Equipment at the venue came from UCSD, Mackenzie University, USP and Sony.  
Key pieces, such as the projector, were delayed by several days, cutting in to an 
already constrained schedule of access to the auditorium (including other FILE events 
and a 5 hour symposium with the Presidents of Brazil and Chile the day before the 
event). 
     A late change in the HD VTC plans required additional equipment to be secured 
on site, within 24 hours of event time.  
      The primary time available to configure the auditorium was between 11 pm and 
5am.  With one 5 hour window for  colour balance, sound check, lens focus, stage 
lighting, video camera set up and a rehearsal screening of the full length movie the 
day of the event. There was no time for a rehearsal with guests at remote sites or a run 
through of the program. In total, we had 19 hours of full access to the theater leading 
up to the film premiere; and a further 8 hours to prepare for the HD VTC the 
following morning to set up and run through 4K demos between the two events. 
     Project management required maintaining communication with a large number of 
local organizers, co-ordinators and individuals as well collaborating partners across 
the globe. Communicating across multiple languages, cultures and timezones; 
constantly managing fluid schedules; and trouble-shooting content, network and 
hardware problems required a large crew of highly dedicated people, working around 
the clock, to ensure the success of these two significant events. 
 
8. Conclusion 
The convergence of new computing, networking, display and image sensor 
technologies provide substantial new capabilities in the creation, distribution and 
experience of cinema.  The fidelity of 4K film is enticing creative practitioners and 
audiences alike with a more vivid aesthetic.  The flexibility of complete digital 
production pipelines provides new approaches to making cinema, while the ability of 
new computer architectures and networks to process and deliver in more dynamic 
ways, creates new collaborative methods and more varied audience experiences. The 
past two years of events at FILE have demonstrated how pioneering efforts of artists, 
computer scientists and cultural researchers can coalesce these threads of 
development, and provide for a new form of global cinema. 
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